3 Customer Success Stories
How to scale your cloud applications
without worrying about data loss
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Introduction
In today’s era of big data and cloud-native environments, enterprise applications ingest and
process vast amounts of information from various sources, often in real-time, to deliver critical
transmissions, contextual information or business insights. This data has weight. It can influence
whether fleets of airplanes are grounded at gates all across the country. It can restrict customers
from accessing funds from online banking. It can dictate whether millions of online retail dollars
go unspent. The reliance on accurate data, and its grip on lives and business, is growing at an
exponential rate -- like ever-widening rings in a lake.
To support all of this data, new applications are developed and deployed on scale-out, non-relational
databases, such as Apache Cassandra, MongoDB, Amazon DynamoDB or ported from traditional
relational databases, such as Oracle, Microsoft SQL Server, and others.
But, corruptions and operational errors (such as dropped table) by developers or database
administrators (DBAs) occur in any and all enterprise IT environments. Enterprises know this, and
billions have been invested in traditional data protection products to protect against such “err”
moments. And as enterprises continue to adopt cloud applications and migrate to multi-cloud
application environments, they must also be able to manage and recover at scale without data loss
or corruption and with minimal application downtime.
However, the irony is that data protection products, like those that exist for traditional relational
databases) do not exist for today’s modern, scale-out and non-relational databases supplying
the new types of data that increasingly control our lives. In other words, enterprises today face a
significant gap in addressing their data protection requirements. Their most valuable data, often
needed 24/7 and without fail, runs absent any point-in-time backup options for that ‘“Houston, we
have a problem”’ moment. Most studies suggest that more than half of data downtime and loss is
triggered by human error, corruption or virus attacks. And yes, while native database replication
provides protection from hardware failures or even natural disasters, it is insufficient to meet nextgen enterprise data protection demands. Case in point: if a minor schema corruption impacts the
primary data copy, it causes a multitudinous ripple effect that impacts all replicas (across the nodes
of the database) down the line. Yet, even without protection, industries continue to adopt and
deploy such scale-out database systems at an accelerated pace.
This ebook introduces you to backup and recovery for non-relational, distributed databases,
what such a solution looks like, what a journey of companies that have adopted a backup and
recovery solution looks like, and how you can apply cloud data backup to improve the quality and
performance of your software, and, in doing so, drive business outcomes that deliver a positive
impact to the bottom line and help your company stay ahead of the competition.
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CASE STUDY 1:

Backup and Recovery for MongoDB

The Results
Datos IO RecoverX provided our media and entertainment customer with the ability to
perform daily backups for compliance requirements, recover in the event of operational
failures, all without burdening operational efficiency.

The Customer
Our customer is a North American-based leading entertainment discovery platform
company that provides personalized entertainment. This organization has ~1,800+
employees worldwide. Their end customers include Spotify, Shazaam, iTunes and
Google.
The customer deploys an entertainment guide application on a MongoDB database because of its flexibility of schema, ease
of use, and scalability given the high-volume nature of their applications. Specifically, they use multiple MongoDB clusters,
both sharded and unsharded configuration. They store entertainment content metadata for audio/video programming, as
well as sensitive customer data such as name and address.

The Problem

Datos IO RecoverX
software-only solution
allowed them to deploy
on exisiting hardware and
scale for multiple database
platforms across their
application environments.”

Our customer required a durable backup and recovery solution that is
purpose-built for MongoDB, and one that would meet internal IT standards.
They initially considered native backup and recovery capabilities of MongoDB,
but the complexity of deployment, extremely high TCO, and lack of sharded
cluster support made it unsuitable.
The customer uses MongoDB Enterprise with Cloud Manager for operational
management of their MongoDB cluster. However, they found that on-premise
backup solution from MongoDB is very resource-intensive and requires setting
up multiple, dedicated servers (~6-8), large amount of storage (6-8x) and
additional MongoDB licenses. Overall, the competitive solution price was ~4x
higher than Datos IO RecoverX. In addition, they wanted a single backup and
recovery solution that can support multiple databases as they look to adopt
additional non-relational databases in the future.

The Solution
RecoverX provided our customer with the ability to: 1) Perform daily backups, and 2) Recover in the event of operational
failures. Additionally, the capability to schedule and perform flexible versioning and recovery (collection-level) operations
along with an intuitive user interface is why they chose Datos IO. Finally, Datos IO RecoverX software-only solution allowed
them to deploy on existing hardware and scale across their application environments.

4 Customer Success Stories

PAGE 2

CASE STUDY 1:

Backup and Recovery for MongoDB
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CASE STUDY 2:

Backup and Recovery
for Cassandra in AWS
Key Challenges
1. Scalability
2. Failure Resiliency
3. Reduce Storage Costs

The Customer
Our customer is a North American-based internet-of-things (IoT) platform company that
provides cloud platform-as-a-service to leading manufacturers. The platform enables
customers to turn their physical appliances, home control systems, lighting, and other
devices into intelligent systems that may be managed remotely.
The customer uses Apache Cassandra database (DataStax Enterprise) for their IoT
software-as-a-service (SaaS) application. Consumer appliance manufacturers connect
to their IoT SaaS application that is deployed in AWS Cloud over the internet and store
appliance specific time-series data.

The Problem
Our customer faced the following challenges:
• Lack of scalability
• Failure resiliency
• Storage inefficiency
What other solutions did they test before choosing Datos IO?
This company initially used a manually scripted node-by-node snapshot solution for backup and recovery. However, they
found that the solution did not work effectively for node failures. Moreover, they had to spend significant manual effort and
IT resources to maintain and evolve the scripted solution as their Cassandra cluster scaled per the application needs. They
ended up choosing Datos IO to reduce their storage requirements for backup data.

The Solution
RecoverX allowed them to
reduce their secondary storage
cost by ~67% while using lowcost S3 object storage.”

Our customer deployed the 3-node RecoverX cluster across multiple Availability
Zones (AZ) in Amazon AWS cloud for high-availability of the data protection
infrastructure against disasters. The native failure handling capabilities of
RecoverX provided them with the ability to backup their database under the
scenario where one of the database nodes could fail. From a secondary storage
perspective, this customer wanted to use cloud-native AWS S3 storage and
minimize the storage costs. RecoverX allowed them to reduce their secondary
storage cost by ~67% while using low-cost S3 object storage.
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CASE STUDY 2:

Backup and Recovery
for Cassandra in AWS

Environment Details
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CASE STUDY 3:

Backup and Recovery for a Leading
Enterprise Security Company
The Results
Our customer concluded that using an enterprise data protection solution such as RecoverX would reduce application
downtime by 6x and save the secondary storage required for backups by 83%.

The Customer
Our customer is a leading security company that uses Apache Cassandra to store
event-drive data (millions of events per day) and indexes, a multi-terabyte dataset.
The data is critical to operate its customer-facing security solution. They keep multiple
copies of this data across several data centers using Cassandra multi-DC configuration.
In addition, they use a manually scripted solution to backup their data to secondary
storage on a daily basis. The entire application infrastructure resides in a private data
center and runs in a virtualized environment.

The Problem

Datos IO would reduce
application downtime by
6x and save the secondary
storage required for
backups by 83%.”

Recently, the company witnessed data corruption in their core Cassandra
database cluster. The issue occurred when several Cassandra database
nodes went down and before they came back to a healthy state, application
developers changed the “schema” of this data set. Due to native replication
in Cassandra, all data replicas were also corrupted. The team restored to a
manually scripted custom-built recovery solution, but it was an extremely
complex exercise to recover data. In fact, it took their operations team more
than a day to recover data back to a healthy state. As a result, they lost a major
part of their application functionality for more than 24 hours. To quantify the
impact of this outage, it is estimated to be hundreds of thousands of dollars.

The Solution
After careful analysis, the team selected Datos IO for backup and recovery of their Cassandra database. Our customer
concluded that using Datos IO would reduce application downtime by 6x and save the secondary storage required for
backups by 83%. In addition, the team liked that RecoverX has an API based architecture so it is easy to integrate with
existing management tools used by their DevOps teams.
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